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2.1 INTRODUCTION

In this chapter, we attempt to give a brief overview of the following
topics: (1) role of models in science, (2) statistical models, (3) Bayesian
and frequentist analysis of statistical models, (4) Bayesian computation,
(5) WinBUGS, (6) advantages and disadvantages of Bayesian analysis by
posterior sampling, and (7) hierarchical models. This list of topics is vast
and it would be impossible to give them extensive coverage even in a
whole book. For topics 3–7, unless you understand the theory of
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frequentist and Bayesian inference fairly well, we would expect you to
also read some books or parts of books that delve more deeply in that,
for instance, Gelman et al. (2004), McCarthy (2007), chapter 2 of Royle
and Dorazio (2008), Carlin and Louis (2009), Ntzoufras (2009), or the intro-
ductory chapters in Link and Barker (2010). There are also useful introduc-
tory articles, such as Ellison (2004) or Clark (2005).

2.2 ROLE OF MODELS IN SCIENCE

Science is about rationally explaining nature by obtaining mechanistic
or other explanations for the workings of a system and/or being able to
predict the results of the system. However, most observable phenomena in
nature are too complex for us to understand directly by simply staring at
them, or rather, the system that has generated them is too complex, that is,
affected by too many factors, too variable over space or time, and so on.
So, explaining always requires simplifying things. Broadly, a model is
nothing but a formal simplification of a complex system that we would
like to explain or whose behavior we would like to predict. Indeed, at
the start of this book, we have claimed that every interpretation of any
observation always requires a model, that is, a simplification of the system,
so that everybody who offers an explanation of anything has in fact a
model, whether he or she knows it or not. It could also be said that expla-
nation is impossible without a model.

So, an explanation or a more formal model is an abstraction of nature,
that is, a rendition of nature with much reduced complexity. The crucial
point is that we should use a good model, that is, one in which we retain
the important features of the system in nature that we want to explain and
only ignore the less important features. Then, by looking at this greatly
simplified toy version of nature, we hopefully get a better understanding
of nature herself and also can use our toy to make predictions of future or
unobserved things in nature.

There are many famous sayings about models, some of which follow
here. We think that they express nicely some key features of models, sta-
tistical or not:

Modeling is as much art as it is science (McCullagh and Nelder, 1989):
this statement expresses the fact that there are not, nor can ever be,
automatic, brain-free rules for building a model (although in some
disciplines much effort is spent in this pursuit).

All models are wrong, but some are useful (Box): this is perhaps the most
famous saying about models. It emphasizes that one must not look for
an exact rendering of nature in a model; it is in this sense that every model
iswrong.However, by simplifying, we should get some use out of amodel.
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Another meaning, which is perhaps not so widely appreciated, is that not
allmodels are useful, sowe should try and find theuseful ones.Of course, it
also begs the question of how wrong a model can be to still be useful.

There has never been a straight line nor a Normal distribution in history,
and yet, using assumptions of linearity and normality allows, to a good
approximation, to understand and predict a huge number of observations
(Youden): This statement again expresses the fact that models are mere
approximations, but that they can be hugely successful.

Everything should be a simple as possible, but not simpler (Einstein): this
statement is related to the principle of parsimony and is an important
guide for creating models. Very similar is the “Occam’s razor”
attributed to the English logician William of Ockham, which states that
the explanation of any phenomenon should make as few assumptions
as possible, eliminating (or shaving off ) those that make no difference in
the observable predictions.

Nothing is gained if you replace a world that you don’t understand with
a model that you don’t understand (we heard Maynard Smith quote
this one, but he may have had it from somebody else): we like this
statement because it reminds us of the importance of the principle of
parsimony in modeling—“Keep it as simple as possible”. It also expresses
the notion that we must replace a world that we do not understand by
a model that we do understand, that is, typically something simpler.
Of course, we could also understand this statement as a call for
becoming a better modeler.

Finally, here is a claim we have made elsewhere (Kéry, 2010): It is diffi-
cult to imagine another method that so effectively fosters clear thinking about a
system than the use of a model written in the language of algebra. There are
various ways to express a model; words (language), graphs, and equations
are some of them. Unfortunately, the human language is often very inade-
quate to express the subtle details of the multitude of potential explana-
tions (= “models”) for a given system. Trying to put down on paper all the
elements of an explanation in the language of algebra has the big advan-
tage that it forces us to think much more clearly about the system we want
to understand. One of the things we like most about the WinBUGS soft-
ware (Section 2.5) is the BUGS language (Gilks et al., 1994). Describing a
model in BUGS comes very close to describing it in simple algebra. So to
us, describing a model in the BUGS language is one of the most transpar-
ent ways of building a model.

Conceptually, and written in algebra, a model looks something like the
following:

y = f ðx, θÞ
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Here, y is a response, something that our study system has produced and
whose genesis we would like to understand. Often, we are interested in
predicting future responses produced by the study system or responses
for particular values of one or several explanatory variables x. The
response is a function f of one or several explanatory variables x and of
some system descriptors, or parameters, θ. Here, f would include the par-
ticular parametric form of the relationship between y and x. In essence,
then, modeling means to replace a complicated reality of very large
dimension with a much smaller set of system descriptors called para-
meters (θ). An explicit simplified system description in algebra is called
a mathematical model.

There are broadly two different objectives of modeling, and they may
lead to two different modes of building a model: explanation and predic-
tion. Explanation means understanding and will typically require simpler
models than prediction (Caswell, 1988). The explanatory mode of model-
ing focuses on the actual model structure. It is hoped that the kind of para-
meters and their values have some relevance for how nature generated the
observed output. The focus is more on the parameters θ. In contrast, pre-
diction focuses on the system output, the response y, and thus aims at pre-
dicting the response as well as possible either within the sample studied or
for the entire statistical population that is represented by the sample. Com-
mon to both modes of modeling is that we must first build a model and
estimate its parameters θ.

There is an important distinction between what might be called impli-
cit and explicit models. We have claimed before that any interpretation
of nature requires a model, but we believe that many people are not
aware of this. When we talk to somebody in the general public or to
not-so-modeler-types of ecologists, we often sense a certain distrust in
formal, explicit modeling explanations of nature. Also, folks often
have a strong feeling that the observed data are somehow superior to
an inference made from these same data under a formal model. We
often hear exclamations like the following: “oh yes, but this is only a
model and we all know models are wrong; better stick to the data —
there at least we know where we’re at”. On the whole, we think that
the reasoning behind this feeling is flawed in the sense that any attempt
at explanation requires a model.

Of course, it is possible to build models that have little to do with
reality and are useless to understand or to predict a particular system.
However, there cannot ever be a conclusion, deduction, or inference
from any observation alone. Data need models, simply some people
have explicit models and others have only implicit models. Implicit mode-
lers frequently do not know that they are modelers, too, and that their
conclusions are always contingent upon a certain set of assumptions.
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These assumptions are usually unstated and may or may not be appropriate
for any particular case. But just because you do not describe assumptions
explicitly does not mean that these assumptions do not exist. Worse yet, if
assumptions are not made explicit, they cannot be scrutinized. Just go and
ask an implicit modeler about the goodness-of-fit of his or her explanation,
that is, implicit model! So, again, everybody is amodeler, but some recognize
this and some do not.

2.3 STATISTICAL MODELS

Almost anything in nature is affected by such a large number of factors
that we could never measure or even identify them all. The result is that
virtually any system that we encounter in nature will be stochastic, that is,
its outcome is to some degree unpredictable. This means that a response is
best thought of as the realization of a random variable. In colloquial lan-
guage, we might say that chance is involved in the generation of our
observations. Chance does not mean that something has no reason for
happening, in the sense that there is no cause for it: there is always a
cause, simply we do not know it and therefore cannot understand it com-
pletely or predict an observation perfectly.

In our models for explaining or predicting nature, we then need a
description of the combined effects of all unknown and un- or mismea-
sured factors. A convenient mathematical description is by use of the con-
cept of a random variable with a probability distribution function (pdf).
For a random variable, this function assigns a probability of occurring to
each element of a set of outcomes that are possible. To account for the
unpredictable element in our observations, a model must incorporate a
stochastic component and then a mathematical model becomes a statistical
model. Our sketch of a model might then become:

y = f ðx, θÞ+ ε with ε # gðϕÞ

Here, ε is the part of the response that is not explained by the functional
form of the model f, the explanatory variable(s) x, and the parameter θ,
and g is a function describing that unexplained part using parameter ϕ.
A statistical model is often paraphrased as

response = systematic+ stochastic

That is, we imagine that our response consists of a systematic and a sto-
chastic part. Other pairs of terms for the same idea are deterministic + ran-
dom and signal + noise. We will see later (Chapter 3) that this concept
must be extended in so-called hierarchical models, where it applies sepa-
rately to each component model, that is, level in a hierarchy.
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2.4 FREQUENTIST AND BAYESIAN ANALYSIS
OF STATISTICAL MODELS

One often hears the phrase “we analyzed the data”. We believe that data
analysis should be seen as consisting of two fairly distinct activities: first,
to construct a plausible model of the processes that could have produced
the data we observe and second, to analyze that model, for example, to
find values for its parameters or to predict what the observed data
might be under specific circumstances. Of course, the two activities are
intertwined, but nevertheless we think that it is useful to distinguish
them conceptually. One example of where this helps is by recognizing
that in a sense, there is no “Bayesian so-and-so model”. Rather, we first
build a model and then, we may decide to analyze it in a Bayesian or in
a classical framework. So what is the difference between a Bayesian and a
classical (or frequentist) analysis?

The difference between classical and Bayesian statistics really starts
with the analysis of a model, if one forgets for a moment the obvious dif-
ference that any model analyzed in a Bayesian mode of inference must
contain prior distributions (see below). Frequentists and Bayesians differ
in the way they treat the uncertainty about what is unknown in a model,
especially the uncertainty about a parameter θ.

For a frequentist, parameters are fixed and unknown quantities and
uncertainty about them is expressed in terms of the variability of hypothe-
tical replicate data sets produced by them. Uncertainty is evaluated over
these hypothetical replicates, even if the only thing we ever have is a sin-
gle data set. Probability is defined as the long-run frequency of events in
such hypothetical replicates; therefore, classical statistics is often called fre-
quentist statistics. Frequentists only make probability statements about
the data, given fixed parameter values, but never about the parameters
themselves, as one might want to. In other words, frequentists do not
assign a probability to a parameter; rather, they ask about the probability
of observing certain kinds of data given certain values of the unknown
parameters. Probability statements such as standard errors refer to
hypothetical replicate data that would be expected if certain parameter
values hold; they are never directly about these parameters. In the fre-
quentist world, it is impossible in principle to make a statement such as
“I am 95% certain that this population is declining”.

Bayesians define probability in a fundamentally differentway. Their prob-
ability is the individual belief that an event happens or that a parameter takes
a specific value.No hypothetical replicates are required in Bayesian inference
(though they are useful for instance in model checking; see posterior
predictive checks; Gelman et al., 1996). For a Bayesian, probability is the
solemeasure of uncertainty about all unknownquantities: parameters, unob-
servables, missing or mismeasured values, or future or unobserved
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responses (predictions). Bayesians use probability as their unifiedmeasure of
uncertainty. This allows them to apply the mathematical laws of probability
for parameter estimation and all their statistical inference. Therefore, it is pos-
sible tomake probability statements about the unknownquantities, given the
data, by simple use of conditional probability.

One often reads that in frequentist statistics, a parameter is a fixed and
unknown quantity, while in Bayesian statistics it is a random variable.
This is misleading. Rather, also for Bayesians, parameters may represent
fixed and unknown quantities, but because Bayesians describe their uncer-
tainty, or their imperfect knowledge, about the unknown parameter in
terms of probability, they are treating parameters as random variables
(Link and Barker, 2010).

So how do frequentists and Bayesians go about parameter estimation
and inference? Both usually start with the sampling distribution of the
data, also called the data distribution. This is the statistical description of
the mechanism that could have produced the observed data, that is, the sta-
tistical model. The sampling distribution of the data y is a function of a
possibly vector-valued parameter θ. It is denoted p(y|θ) and read “the
probability of y, conditional on (given) θ”. An example might be that con-
ditional on θ, a set of counts y has a Poisson distribution: p(y|θ) ~ Pois(θ).
This is often abbreviated to y|θ ~ Pois(θ) or even y ~ Pois(θ).

In frequentist statistics, the likelihood function plays a central role for
inference about parameters. The likelihood function is the same as the
sampling distribution, but “read in reverse”: we interpret the sampling
distribution of the observed data as a function of the unknown parameters
θ, with the data y fixed . This is denoted L(θ|y) and read as “the likelihood
of parameter θ, given the data y”. We choose as our best guess of θ that
parameter value which leads to th e maximum function value when
plugged into the sampling distribution function for the observed data y.
The likelihood is not a probability because it does not integrate to 1, and
the maximum function value may be greater than 1. Frequentists estimate
a single point of the likelihood function and call the value which maxi-
mizes that function the maximum likelihood estimate or MLE. In other
words, the MLE represents parameter value(s) which maximize the prob-
ability of getting the data actually observed. Any other value gives a lower
probability of getting one’s data.

Here is an example for a simple maximum likelihood analysis. Let us
assume we wanted to empirically determine the detection probability of
tadpoles by releasing some in a small artificial pond and counting them
later. Say, we released n = 50 tadpoles and then count y = 20 of them and
we want to estimate the probability that a tadpole is seen (θ). The typical
sampling distribution assumed for this scenario is a binomial, that is,

pðy jθÞ = n!
y!ðn− yÞ!

θyð1− θÞn−y:
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The method of maximum likelihood takes as the best estimate that value
of θ, which, when plugged into this sampling function along with the data
(y), yields the highest function value, that is, the highest likelihood L(θ|y),
where L(θ|y) ∝ p(y|θ). Thus, we can plug in different possible values of θ
(we know that the value must be in the range from 0 to 1), compute the
value of the likelihood function, and take that values of θ for which the
likelihood is maximal (Fig. 2.1). We see that the likelihood function
reaches a maximum for θ = 0.4, so this is the maximum likelihood estimate
(MLE) of θ, often denoted θ̂, and written as θ̂ = 0:4.

In this simple case, it is possible to obtain the MLE analytically. This
requires that we calculate the first derivative of the likelihood function,
set it to zero, and solve the equation with respect to θ. Since the binomial
coefficient (the ratio of factorials just after the equal sign above) is a con-
stant, we do not need to include it in this calculation. Thus, we have

Lðθ jyÞ/ θyð1− θÞn−y

Lðθ jyÞ∂θ = θyð1− θÞn−y
y
θ
−

n− y
1− θ
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We see that the ratio 20/50 is the MLE of θ, which is what we have
expected.
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FIGURE 2.1 Binomial likelihood function for detection probability ( θ) in the tadpole
example, where 20 of 50 released tadpoles were seen. The MLE of θ is 0.4.
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MLEs have several desirable features, such as asymptotic unbiasedness,
consistency, and invariance to transformation (see, e.g., chapter 2 in Royle
and Dorazio, 2008, or any book about mathematical statistics). However,
the method of maximum likelihood is based on asymptotic approxima-
tions; for instance, MLEs are only unbiased and associated standard error
estimates valid when sample size goes to infinity. Every ecologist knows
that we rather rarely have infinite samples in ecology. How well MLEs
and their standard errors perform in the typical small sample size situations
in ecology is an open question in any actual application (Le Cam, 1990).

In contrast, the basis for Bayesian inference is the so-called Bayes rule.
Bayes rule is attributed to the seventeenth century English minister and
mathematician Thomas Bayes (Bayes, 1763). It is an undisputed mathema-
tical fact which is easily proven from the rules of probability. Conse-
quently, not every application of Bayes rule makes an analysis Bayesian:
the application of Bayes rule to observables is undisputed. However, what
Bayesians do is to apply Bayes rule also to unobservable quantities, such
as, most importantly, the parameters in a statistical model. As Lindley
(1983, p. 2) put it so succinctly, the recipe for every Bayesian analysis
about any uncertain quantity is quite simple and mechanical:

• What is uncertain and of interest to you? Call it θ.
• What do you do know? Call it D […].
• Then calculate p(θ|D).
• How? Using the rules of probability, nothing more, nothing less.

To describe how Bayesians learn from data using the rules of probabil-
ity, we will introduce Bayes rule in the context of two sets of mutually
excluding, observable events, A and B. Remember that a vertical bar (|)
means “conditional on” and is read as “given”.

pðA jBÞ =
pðB jAÞpðAÞ

pðBÞ

This says that the conditional probability of observing A, given that B has
happened or is true, p(A|B), is equal to the conditional probability of
observing B given A, p(B|A), times the marginal probability of A, p(A),
divided by the marginal probability of B, p(B). To better see how Bayes
rule works for statistical learning from data, consider the following exam-
ple which is inspired by a similar example in Pigliucci (2002). Assume that
our activity after work consists of bird watching (B) or watching football on
TV (F) and that this depends on whether the weather is good (g) or bad (b)
on a particular night. Let us assume that you knew the following: the joint
probability of good weather and us watching birds is 0.5, the marginal
probability of good weather is 0.6 and the marginal probability of us
watching birds is 0.7. Now if you are told that we were watching football
on a particular night, what is your best guess about the weather that night?
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For illustration, we present all involved probabilities in a two-by-two
table with margins added ( Table 2.1). In this example, we deal with
mutually exclusive events (e.g., the weather cannot simultaneously be
good and bad); hence, probabilities must add up within the same rows
and columns, respectively. We also know that the four main cells must
sum to 1, so we can fill in all cells in the table from the information just
given.

Note that p(A, B) = p(A|B)p(B) = p(B|A)p(A): the joint probability that A
and B both occur is equal to the product of the probabilities that A occurs
given that B has occurred and that B occurs, and vice versa. We had asked
for your best guess about the weather on a night we were watching foot-
ball. As a response, we can compute p(b|F), the conditional probability of
bad weather, given that we were watching football:

pðb jFÞ =
pðb,FÞ
pðFÞ

= 0:2
0:3

≈ 0:66

So at the outset, without any additional information, your best guess of
the probability of bad weather that night would simply have been the
marginal probability p(b) = 0.4. However, given that we watch football
more frequently when the weather is bad, the knowledge that on that par-
ticular night we were watching football has increased your best guess at
the probability of bad weather from 0.4 to 0.66.

This example illustrates how the information about our postwork activ-
ity (D in Lindley’s recipe) influences our knowledge about the weather on
a given night. In other words, it shows how our prior knowledge about
the weather, p(θ), was updated by the observed data D to become p(θ|D).
This example deals with observable events of a binary nature and nicely
illustrates the use of conditional probability for learning from data, which
is the basis for using Bayes rule for statistical inference about unknown
quantities. In Bayesian inference, parameters take the place of the weather
in our example and the data correspond to the knowledge about our

TABLE 2.1 Joint and Marginal Probabilities of Events for Two Sets of
Mutually Exclusive Events, Bird Watching/Watching Football and Good/
Bad Weather

Good Weather (g) Bad Weather (b)

Go Bird Watching (B) 0.5 0.2 0.7

Watch Football (F) 0.1 0.2 0.3

0.6 0.4 1.0

Note: The probabilities given in the text are printed in bold face and the remainder can
be obtained by simple addition and subtraction.
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postwork activity. In addition, we use Bayes rule to assess the uncertainty
about both discrete events and continuous quantities.

When Bayes rule is applied to statistical inference about parameter θ
based on the information in the data D, the probability p(θ|D) is called
the posterior distribution of θ: it is the conditional probability of parameter
θ, given the (known) data D, the prior and the model:

pðθ jDÞ =
pðD jθÞpðθÞ

pðDÞ

There are three further quantities in Bayes rule, apart from the posterior
distribution p(θ|D). In some ways, p(D|θ) is the opposite of the posterior:
it is the probability of the data, given the parameters, or, as used here, the
likelihood function. It may appear confusing that the likelihood in Bayes
rule is traditionally written as p(D|θ), that is, in the same way as the sam-
pling distribution of the data. Quantity p(θ) is the probability of the para-
meters, that is, the prior distribution. Finally, p(D) is the marginal
probability of the data and is defined as the integral of the numerator
over θ. This is a constant used to normalize the right-hand side of Bayes
rule so that the result integrates to one and becomes interpretable as a
probability. As an aside, we note that it would be wrong to say that Baye-
sian inference is not likelihood based. Obviously, the likelihood function is
a central part of Bayesian inference.

Following up the tadpole example from above, how would we estimate
the unknown parameter θ in the Bayesian framework? Well, we have
already defined the likelihood function. We now need to define a prior
distribution of θ, that is, specify what we know a priori about θ and express
this knowledge in a probability distribution. We know that θ must lie
between 0 and 1. A useful probability distribution defined on the interval
(0, 1) is the beta distribution with parameters α and β. By specifying values
of α and β, we can express our knowledge about θ. Generally, we have

pðθÞ/ θα−1ð1− θÞβ−1:

Note that we have excluded a constant of the beta distribution as it has no
relevance for estimating θ. Having chosen likelihood and prior, we can
analytically obtain the posterior distribution:

pðθ jyÞ/ pðy jθÞpðθÞ

pðθ jyÞ/ θyð1− θÞn−yθα−1ð1− θÞβ−1

pðθ jyÞ/ θy+α−1ð1− θÞn−y+β−1

We see that this posterior distribution is also a beta distribution, with
mean y+ α

n+ α+ β and mode y+ α− 1
n+ α+ β− 2.

2.4 FREQUENTIST AND BAYESIAN ANALYSIS OF STATISTICAL MODELS 33



Absent any prior knowledge about θ, we would specify α = 1 and β = 1
because this would result in a uniform prior distribution for θ, represent-
ing a belief that any value of θ between 0 and 1 is equally likely. A prior
which says that we do not know anything about the parameter (or do not
care about what might be likely values) is called noninformative, vague,
flat, or diffuse prior. In the tadpole example, the resulting posterior mean
is 0.404 and the mode is 0.400. The posterior mean is very close to the MLE
and the mode is exactly the MLE, as we would expect—with a noninfor-
mative prior, the posterior mode of a parameter in a Bayesian analysis cor-
responds to the MLE of that parameter in a frequentist analysis. We notice
that the impact of the prior (the values of α and β) on the posterior distri-
bution diminishes with larger sample size (n). The posterior distribution
can also be plotted and functionals (e.g., probability that θ > 0.5) may be
computed (see later).

So Bayesian statistical analysis is conceptually very simple: probability
(via Bayes rule) is the basis for all inference about parameters and any
other unknown quantities in a system analyzed. Bayesian statistics has
great philosophical appeal (Link and Barker, 2010) since it is conceptually
so simple (all inference is based on Bayes rule), exact (e.g., standard errors
are those for your actual data set and not for some infinite version of it),
and coherent (logically consistent).

Bayes rule is often paraphrased like the following:

posterior/ likelihood×prior

that is, the posterior distribution is proportional to the product of the like-
lihood and the prior. This makes it clear that in a Bayesian analysis, one’s
conclusion, that is, the posterior distribution, is very openly always a result
of both the information contained in the data (as embodied in the likeli-
hood function) and of our prior knowledge (our assumptions) about the
unknowns in the model. We cannot conduct a Bayesian analysis without
formally expressing our a priori uncertainty/knowledge about the para-
meters in the form of a probability distribution.

Several other points are noteworthy about Bayes rule as a basis for infer-
ence. First, Bayes rule formalizes the way in which humans learn. Learning
always consists of updating what we knew before with what we see now.
Bayes rule is thus a mathematical formalization of how we deal with new
information: we always weigh the information of any new observation
with the knowledge, or prior experience base, that we possessed beforemak-
ing that observation. The result, our conclusion, is then affected by both, and
the relative importance of one or the other can vary. For instance, if we know
something for almost certain, we would require large quantities of data to
overthrow that prior belief. In contrast, if we do not know anything at all
about a system, wemight be happy to draw a conclusion based on very little
data. This conclusion would then be the result almost entirely of the new

2. BRIEF INTRODUCTION TO BAYESIAN STATISTICAL MODELING34



data. In Bayes rule, this weighting of information happens in a formal and
mathematically rigorous way.

As another illustration of this point, note that in virtually every analysis
in ecology we know something about the system analyzed and we always
use that information, even in a frequentist framework. For example, if we
get parameter estimates that seem to make no sense when compared with
what we think we know about the system ( “results do not make sense
biologically”), many of us are prepared to dismiss these results in an act
of ad hoc Bayesianism. In contrast, in a proper Bayesian analysis, prior
expectations about the results could be formally introduced into an ana-
lysis. Such expectations really amount to available knowledge that is not
formally used otherwise in a frequentist analysis, and this does not seem a
very sensible thing to do, if we think about it.

Second, Bayes rule shows us how we can combine several pieces of infor-
mation in amathematically rigorous manner. Simply treat one piece of infor-
mation as prior information and the other piece of information as the data,
form a likelihood for the latter, apply Bayes rule and out comes your combi-
nation of the information in the form of the posterior distribution.

Third, priors can simply be seen as assumptions. Hence, Bayes rule
represents an instrument by which we can compare formally the effect
of different assumptions about model parameters by repeating the calcu-
lations with different priors.

Finally, and fourth, Bayes statistics is normative in the sense that it pre-
scribes a mathematically rigorous way of arriving at a logical conclusion
from data, a model, and a priori assumptions (Lindley, 2006). A Bayesian
will not argue about what prior assumption one should make; this is really
in the realm of the subject-matter scientist. However, once people have
decided on their priors, then Bayes rule prescribes a mathematically rigor-
ous way in which our statistical conclusions ought to be drawn from some
observed data, using a model and these prior assumptions.

Hence, one might think that the ability to specify prior distributions
was widely regarded as an advanta ge of the Bayesian approach. How-
ever, interestingly, priors are more often viewed as a liability of Bayesian
analyses, for several reasons (Dennis, 1996). The first reason is that priors
need to be decided upon. This choice is somewhat subjective even if based
on past data because whether these data are relevant for the current ana-
lysis may be debatable. Hence, Bayesian analysis is intrinsically subjective
(but at least explicitly so, one m ight want to add). Many people feel
uneasy at making an explicit decision about what might be plausible
values for a parameter and find it difficult to make a choice for the
prior distributions.

Second, if two persons use different priors for their analysis of the same
data set, they may clearly get different answers because the posterior is
always the result of combining the information in the data with that in
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the prior.Worse yet, even if both agreed to specify vague priors, which does
not contain information, they might still end up with different answers
under two different such vague priors. So, even vague priors can be chal-
lenging because different forms of specifying absence of knowledge about a
parameter might not be equal. For instance, for a parameter representing a
probability, we might use a uniform distribution on the interval 0–1 to say
that any value is equally likely. When we specify that same parameter on
the logit scale as we often do (see Chapter 3), then something analogous
would be to use a uniform distribution with a large range, for example,
from −1000 to 1000. Although the two prior distributions are both vague
on their scales, the posterior distributions will not be exactly the same.

In spite of all this, it must be said that it is easy to exaggerate prior-
related difficulties with the Bayesian approach. For once, and perhaps to
console some doubters, typically parameter estimates from the Bayesian
analysis of a model with vague priors numerically match pretty closely
the MLEs from a frequentist analysis of the model. Second, with reason-
able sample sizes, the data overwhelm the prior in their influence on the
posterior distribution because the effect of the prior diminishes as sam-
ple size increases. Data cloning, a method to use Markov chain Monte
Carlo simulation (see Section 2.5) to obtain MLEs without effects of
priors, is based on this fact (Lele et al., 2007). Third, in any Bayesian ana-
lysis, it is customary to report the priors used. If an analyst disagrees
with the choice, he or she could—at least in principle—repeat the analy-
sis with his or her favorite prior. Finally, it is a good practice (though far
from always done) to try out several priors and see what their effect on
the inference is, that is, do a prior sensitivity analysis and report its
results.

In this book, we follow Royle and Dorazio (2008), and indeed most
applied Bayesian analysts, and specify vague priors for a natural parame-
terization of a model. For a parameter representing a probability, we often
use a uniform(0, 1) or beta(1, 1) distribution or adopt a uniform distribu-
tion with a suitably wide range (e.g., −10, 10) for the same parameter on
the logit scale. Alternatively, we often specify a flat normal distribution,
that is, a normal distribution with suitably large standard deviation. What
represents a suitably wide range or large standard deviation depends on
the support of the likelihood function. If the likelihood of a parameter is
essentially zero outside of, say, 0.4–0.6, then a uniform prior with a range
between 0 and 1 may be sufficient to not affect the posterior distribution.
On the other hand, if the likelihood function has nonnegligible support
over a larger range, a uniform prior intended to be vague must also
have a wider range. Whether a prior is sufficiently vague may be easily
ascertained by repeating an analysis with narrower or wider priors and
seeing whether the posterior is affected or not. In the case of a uniform
prior, a posterior distribution that is truncated by either or both limits
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shows that the analyst has not suc ceeded in choosing a vague prior.
Consequently, a wider range must be chosen.

For variance parameters, the typical prior chosen used to be an inverse
gamma distribution for a long time. However, currently, the preferred choice
of many Bayesian analysts seems to be a suitably wide uniform for the var-
iance parameter on the scale of the standard deviation (Gelman, 2006). This is
our typical choice. We do not usually adopt explicitly informative priors.
However, when the Markov chains (see Section 2.5) for a parameter fail to
converge, we may narrow the range of a uniform prior or reduce the stan-
dard deviation of a flat normal prior to achieve convergence.

We saw that the basis of all Bayesian inference was the posterior prob-
ability distribution of the parameters. So once we have that, what should
we do with it?

In special cases, we might choose to plot the posterior distribution for
an important parameter. However, in most cases, it will be enough to
summarize the posterior distribution for some or all model parameters
by reporting its central tendency and its spread. Typically, for a point esti-
mate, the posterior mean, median, or mode is used. With vague priors, the
posterior distribution reflects the likelihood function directly; hence, the
posterior mode is equivalent to the MLE of a corresponding frequentist
analysis. The standard deviation of the posterior distribution is analogous
to the standard error of a parameter estimate in a frequentist analysis. Any
interval which contains 95% of the posterior mass is a Bayesian analogue
to the frequentist confidence interval (CI) and is usually called a credible
interval (CRI), or sometimes also a Bayesian confidence interval. Often the
2.5th and 97.5th percentiles of the posterior samples are taken as a 95%
CRI; this is what we do in this book.

At this stage, and especially because posterior-based Bayesian para-
meter estimates often very closely match their MLE analogs numerically,
it is important not to forget the exact meaning of these quantities. This has
to do with the different definitions of probability. For instance, a 95% fre-
quentist CI does not contain the target parameter with probability 0.95. In
frequentist statistics, probability statements are about the data, or in this
case, about the method, and never about the parameters. Hence, the 95%
refer to the reliability of the method of constructing a 95% CI. If we
sampled data from the same population 100 times and for each formed
a 95% CI for a certain parameter, then about 95 intervals would indeed
contain the population value and another 5 would not.

In contrast, a Bayesian 95%CRI does contain the parameter with probabil-
ity 0.95. Also, we can make other probability statements about parameters,
for instance, of the kind “I am 92% sure that this population is declining”,
by looking at the proportion of the mass r < 1 of the posterior distribution
for a population growth rate r. Or else, “I am 50% sure that the growth rate
lies between 0.5 and 0.8”. This is a great asset of a Bayesian analysis,
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especially when describing the results to the public or resource managers.
The Bayesian definition of probability (and especially of uncertainty inter-
vals) conforms much more closely to the human concept of probability than
the repeated-sample definition in frequentist statistics.

2.5 BAYESIAN COMPUTATION

To analytically evaluate the posterior distribution, solving Bayes rule for
all but the simplest models involves high-dimensional integrations, which
can be very difficult or actually impossible to solve inmost cases. The tadpole
example above (Fig. 2.1) is a fairly simple example which is not difficult
analytically. Most posterior distributions are, however, much more compli-
cated, and no closed-form formulas exist. Hence, up to about 20 years ago,
Bayesian analysis of a more complex model was typically not really an
option. However, at the beginning of the 1990s, some statisticians rediscov-
ered pioneering work done by physicists back in the 1950s (Smith and
Gelfand, 1993). This work showed that simulation techniques could be
used to draw samples from the posterior distribution instead of solving
the equations. Specifically, Metropolis et al. (1953) and Hastings (1970)
developed so-called Markov chain Monte Carlo (MCMC) algorithms.
MCMC yields samples of arbitrary size of dependent (i.e., autocorrelated)
draws from a distribution and can be constructed so that this distribution
approximates the desired posterior distribution. Hence, these samples can
be summarized for inference about the posterior distribution; for instance,
mean and standard deviation of the samples can be interpreted as the pos-
terior mean and posterior standard deviation, that is, as a Bayesian point
and interval estimate of a parameter. Samples can also be plotted, in a
raw or a smoothed histogram, for a picture of the posterior distribution.

The rediscovery and successive refinement of MCMC algorithms, along
with the ever-increasing power of personal computers, sparked a revolu-
tion in statistics and also in the empirical sciences such as ecology
(McCarthy, 2007). This revolution is still going on and has catapulted
Bayesian methods to the center of the ecological data analysis scene
(Brooks, 2003). However, for most ecologists, constructing their own
MCMC algorithms would be prohibitively difficult. Hence, the Bayesian
revolution has only recently reached ecology.

2.6 WinBUGS

What has brought the Bayesian rev olution to ecology has a name:
WinBUGS (Gilks et al., 1994; Lunn et al., 2000, 2009). WinBUGS is the
Windows version of a free computer program developed as part of the
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BUGS project, which means Bayesian inference using Gibbs sampling ; see
www.mrc-bsu.cam.ac.uk/bugs . WinBUGS originally used a particular
variant of MCMC called Gibbs sampling ( Geman and Geman, 1984 ),
but now uses a variety of other MCMC sampling techniques. For a history
of the BUGS project, an appreciation and outlook, see Lunn et al. (2009).
The active development in the BUGS project now takes place with Open-
BUGS; see www.openbugs.info. At the time of writing, the two BUGS sis-
ters are nearly identical in practi ce and will run most code from one
another fine. The same goes for a BUGS clone called JAGS (Just another
Gibbs sampler , see www-fis.iarc.fr/~martyn/software/jags ). JAGS is
another MCMC engine that uses the BUGS language; hence, most BUGS
code should run also in JAGS.

For most ecologists, WinBUGS is simply an ingenious MCMC black-
box. The analyst communicates with the MCMC engine by providing a
data set and describing a statistical model for it using a simple and effec-
tive model definition language, the BUGS language (Gilks et al., 1994). In
our opinion, the BUGS language can claim a large part of the value for
ecologists of the WinBUGS software. All statistical models that we have
had to do with are specified more simply and —to us—in a much more
transparent way in the BUGS language than when using custom code
for maximum likelihood estimation. For the latter, one needs to define
the likelihood for a model explicitly and then use some function optimizer
(for instance, nlm or optim in R) to find the MLEs (Bolker, 2008). Alterna-
tively, one uses software that shields us from most of the complexity but
makes it easy to fit models that one does not understand or that may not
make sense. In contrast, BUGS code often looks trivially simple and con-
cise. In the BUGS language, all stochastic models are described by specify-
ing local stochastic or deterministic relationships between quantities such
as parameters and data. By breaking apart an entire model into its smaller
component parts, understanding is greatly enhanced for an ecologist.
Moreover, the construction of even very complex models becomes rela-
tively feasible and transparent. BUGS model descriptions are naturally
hierarchical, and indeed, WinBUGS is ideal for fitting hierarchical models
(see Section 2.9). We will see many examples for this later in the book.
Indeed, we have found that WinBUGS frees the creative modeler in
many ecologists.

Once the model is specified, WinBUGS constructs an MCMC algo-
rithm in perfect blackbox manner and runs that for the required length.
Its primary product is a long stream of numbers, one for each model
parameter that we choose to estimate. If the MCMC algorithm has
been constructed adequately and the chains have converged to the
desired posterior distribution, then these numbers represent a random
sample from these posterior distribu tions. There is an autocorrelation
built into these numbers, since they form a Markov chain. This means
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that the first part of the chains, where the effect of the arbitrarily chosen
starting values will still be felt, must be discarded as a so-called burnin.
Whether the burnin period is over or not can be judged by visual means,
that is, by inspecting a time-series plot of the sampled values for each
parameter. The plot should now randomly jump up and down around
a constant mean. There are formal criteria to decide whether conver-
gence has been reached. For instance, the Brooks–Gelman–Rubin statis-
tic (Brooks and Gelman, 1998 ) is often used. It requires two or more
chains for each parameter and compares the between-chain with the
within-chain variance in an ANOVA fashion. At convergence, the
value of this test statistic, sometimes called Rhat, is 1. After a chain
has converged onto the desired target distribution, to save computer
space and reduce autocorrelation, one may thin it by k, that is, keep
every kth value only. Thus, one gets a s maller, but more information-
dense (because less autocorrelated) sample from the posterior
distribution.

WinBUGS can be used as standalone software, see McCarthy (2007),
Ntzoufras (2009) or chapter 4 in Kéry (2010). However, we find it more
efficient to harness it to R via the communicator package R2WinBUGS
(Sturtz et al., 2005). This is how we use WinBUGS throughout this book.

There are many Bayesian statistics books that explain MCMC algo-
rithms and give examples (e.g., McCarthy, 2007; Ntzoufras, 2009; Link
and Barker, 2010; King et al., 2010); therefore, we skip this here. We feel
that the importance of being able to code one ’s own MCMC algorithm
may easily be overstated. After all, hardly any ecologist would nowadays
be able to code a Newton–Raphson algorithm for fitting a GLM or a
Laplace approximation for the integrals that need to be solved for obtain-
ing mixed-model estimates. And yet, many of us routinely use these meth-
ods for our research.

Admittedly, MCMC may be somewhat more difficult than these tech-
niques and may fail in perhaps more ways than other computing algo-
rithms commonly used for a frequentist analysis. We do not doubt that
it can be a great advantage to actually know how to code MCMC algo-
rithms, not least because custom-written MCMC code often runs much
faster than WinBUGS. Nevertheless, a simple intuitive understanding of
the nature of MCMC techniques will often be enough for ecologists.
Such an understanding may be obtained by simply using an MCMC
blackbox, such as WinBUGS and experiencing the behavior of the chains
in many situations for many different models. This is what we do in this
book.

WinBUGS is a fantastic program, but may exhibit a fair dose of pretty
idiosyncratic behavior. There are many things that one just must know in
order to succeed. A collection of survival tips can be found in Appendix 1.
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2.7 ADVANTAGES AND DISADVANTAGES OF
BAYESIAN ANALYSES BY POSTERIOR SAMPLING

There are many advantages of the Bayesian analysis of a model by pos-
terior simulation via MCMC techniques (Kéry, 2010). Some of them which
are particularly relevant for an ecologist include the following:

• Even difficult models can be fit, including some which cannot be fitted
in the classical framework.

• Derived quantities may be computed trivially easily, with full
propagation of the uncertainty in the components that make up the
derived quantity. This can be a very hard problem in the classical
framework.

• All results are exact; there are no asymptotics involved in the estimates
as for MLEs, which may be of questionable value in small-data
situations so typical of ecological studies.

• The BUGS language allows the typical quantitative ecologist to actually
understand the construction of even complex models so that the code
can be modified to fit one’s own purposes.

On the other hand, there are also challenges with the Bayesian
approach. At first sight, like any new theory or method, Bayesian statistics
may appear difficult. Then, the choice of priors and the sensitivity of the
estimates to that choice need some thinking. MCMC engines such as Win-
BUGS are blackboxes and are hard to understand, leaving a certain unea-
siness with people who like to understand most of what they do, and
convergence of the Markov chains may be difficult to assess.

MCMC-based analyses in general can be slow compared to other ways
of model fitting (see, e.g., the comparisons in Kéry, 2010). Just because
WinBUGS is an extremely flexible, generic MCMC engine, it is a rather
slow software when compared with custom-written MCMC algorithms.
For complex models applied to large data sets, WinBUGS may become
too slow to be of practical value. Novel algorithmic techniques that pro-
vide approximate analytical solutions to the integrations involved in Baye-
sian analysis (e.g., AD model builder; see http://admb-foundation.org/ or
R-INLA, Rue et al., 2009) may then be exciting new avenues for the fitting
of some classes of hierarchical models.

Some other difficult topics include the detection of parameter identifia-
bility and model selection. Lunn et al. (2009) say that the flexibility of
WinBUGS to specify even very complex models may let the user fit models
that do not make sense, for instance, models with parameters that are not
identifiable, that is, for which the data do not contain any information.
Nonidentifiability of a parameter is often difficult to diagnose in complex
models, but perhaps harder still in a Bayesian than in a frequentist analysis.
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This is due in part because in a sense, the problem does not really exist in
the Bayesian mode of analysis: if there is no information about a parameter
in the data (the likelihood), then there is always information coming from
the prior, and we still technically get a posterior distribution for that
parameter. Hence, one way of checking whether a parameter is indeed
identified is by comparing the prior with the posterior and seeing whether
changing the prior induces large changes in the posterior (Gimenez et al.,
2009b; see Section 7.9). Simulating a data set and seeing whether the
analysis is able to recover estimates that resemble the known input values
is perhaps one of the best ways for an ecologist to check for nonidentifia-
bility of a parameter (e.g., Schaub, 2009).

Another big topic is model and variable selection. In the frequentist
world, many ecologists use model selection criteria such as Akaike’s infor-
mation criterion (AIC; see review by Burnham and Anderson, 2002). Yet, it
appears sometimes as if a bunch of models is thrown up into the air in the
hope that AIC will do all the work of sorting through them. That such a
view is overly simplistic becomes clear when reading through a review
paper on model selection in the primary statistical literature (e.g., Kadane
and Lazar, 2004). Model and variable selection are deep waters and even
among statisticians there is no consensus view on what is the best—and
practically feasible—approach. Furthermore, model selection using the
AIC is an unsolved problem for mixed models due to the challenge of
counting the effective number of parameters (Link and Barker, 2010 ).
Hence, for mixed models even in the classical arena, there does not
seem to be a simple approach available.

These challenges appear, if anything, even more acute when one moves
to a Bayesian analysis. There is an AIC-analogue called deviance informa-
tion criterion or DIC (Spiegelhalter et al., 2002), but again, its standard ver-
sion computed by WinBUGS appears to be problematic for hierarchical
models—and most models that ecologists nowadays want to fit have
more than one random component and therefore are mixed, or hierarch-
ical, models (see Chapter 4). The DIC can be computed for such hierarch-
ical models (see Millar, 2009, which includes R code), but the required
computations are involved and computationally very demanding.
Hence, in spite of long-standing crit icisms of stepwise model selection
and model selection by significance tests, one may effectively be back at
one of those. We can look at the significance of a parameter by checking
whether its 95% CRI covers zero and based on that decide whether it is
warranted in a model or not. This is what we sometimes do. Other times,
we simply fit one model that is biologically plausible to us and stick to
that. There are yet other approaches, for instance, Bayes factors and rever-
sible jump Markov chain Monte Carlo (RJMCMC); see for instance, King
et al. (2010) and Link and Barker (2010). But be warned, Link and Barker’s
chapter 7 on Bayesian multimodel selection is not easy reading. Also see
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the overview by O’Hara and Sillanpää (2009). It is likely that we will see
more work in the future on Bayesian model selection and hypothesis
testing.

2.8 HIERARCHICAL MODELS

In hierarchical models, complex stochastic systems are decomposed
into a dependent sequence of simpler submodels. This partitioning is ben-
eficial for a better understanding of a system, for an honest accounting for
all levels of uncertainty or for computational ease. A model can be hier-
archical in two ways, statistically and conceptually.

In a purely statistical sense, a hierarchical model is composed of a
sequence of random variables, with the realization of the random variable
at one level being a parameter of the randomvariable at the next level down.
For instance, a hierarchical model with two levels is (dropping indices):

1. x ~ f(ω)
2. y ~ g(x, θ)

That is, at level 1 of the hierarchy, x is a realization of a random variable
described by probability distribution f with parameter ω. At level 2, y is a
realization of another random variable described by probability distribu-
tion g, which depends on the realization of the first random variable, x,
and on another parameter, θ. Of course, there may be more than two levels
in a hierarchical model. Hierarchical models abound in ecology. For
instance, a nested ANOVAmodel (Kéry, 2010) is an example of a hierarch-
ical model with two levels, with f and g being a normal distribution, such
that x#Nðμ, σ2xÞ and y#Nðx, σ2Þ, where μ is the grand mean, σ2x the vari-
ance among group means x, and σ2 the residual variance of measurements
y around the group means (note indices have been omitted for clarity).

In the context of hierarchical models for population analysis, Royle and
Dorazio (2008) make the important distinction between implicit and explicit
hierarchical models. Explicit hierarchical models have random variables or
parameters with an explicit ecological interpretation, while implicit hier-
archical models do not. As an example of an implicit hierarchical model,
the Poisson GLMMs in Chapter 4 have a quantity called the expected
count (λ). This is not a real ecological parameter because it is the product
of population size and detection probability. In contrast, in the hierarchical
models in Chapter 6, N is the sum of the latent indicator variables z and
corresponds exactly to the local population size. In explicit hierarchical
models, the lowest level in the hierarchy typically represents an explicit
description of the binomial observation process. As a result, the ecological
parameters in the model become directly interpretable and do have an
ecological meaning. In addition, inference from explicit hierarchical models
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is protected against possible misinterpretations due to a confounding of the
ecological and the observation processes in implicit hierarchical models. All
else equal, we prefer explicit over implicit hierarchical models.

There is another, conceptual sense in which a model can be hierarchical,
and this has to do with exactly this accounting for the observation process.
For example, the CJS model fitted via the m-array (Section 7.10) is not a
hierarchical model in the statistical sense of the term, but the state-space
version of the model (Section 7.2) is. With the m-array, the hierarchical
genesis of the observed data is lost by aggregation when creating the
m-array. Nevertheless, this model is still an explicit hierarchical model
in a conceptual sense because its parameters have an explicit ecological
meaning owing to the explicit modeling of the observation process. Simi-
larly, the N-mixture model (Chapter 12) is intrinsically hierarchical, even
when fit in a frequentist framework, where the latent abundance states are
integrated out from the likelihood and thus the hierarchy is collapsed
(Royle, 2004c).

2.9 SUMMARY AND OUTLOOK

In this chapter, we have briefly reviewed statistical models and their
analysis in WinBUGS. We have claimed that any interpretation of data
requires a model, either an implicit or an explicit one. Then, we briefly
reviewed two philosophies for formal learning from data, with their asso-
ciated methods for fitting models to data and making inferences about
their parameters, that is, of obtaining estimates of the parameters and
of the uncertainty around these estimates. One is maximum likelihood
and the other is Bayesian inference. Bayesian inference is based on the pos-
terior distribution, which is a product of the likelihood (representing the
information contained in the data) and the prior distribution (representing
what is known about the parameters beforehand). Bayesian inference uses
a fact of conditional probability, Bayes rule, to let the data update our
prior state of knowledge to the posterior state of knowledge. In this
way, what we learn from data, the posterior distribution, is a weighted
average of the prior distribution and the information of the data at hand.

Wehave seen that priors can be regardedboth as an asset and as a liability
in Bayesian inference (of course, we believe that the former outweigh the
latter). We have also seen that the results of a Bayesian analysis based on
the posterior distribution are much more easily explained to the public
owing to the more intuitive Bayesian definition of probability. Bayesian
analysis in practice nowadays means obtaining samples from the posterior
distribution by simulation techniques such as Markov chain Monte Carlo
(MCMC). The freeWinBUGS software (alongwith its “sisters”, OpenBUGS
and JAGS) is the most widely used MCMC engine currently available.

2. BRIEF INTRODUCTION TO BAYESIAN STATISTICAL MODELING44



It allows us to specify almost arbitrarily complex models using an ingenious
and simple model definition language. It then constructs an MCMC algo-
rithm, runs it for the requested length, and produces a stream of numbers
which, if all went well, represents a sample from the posterior distribution
of interest. These samples can be summarized for inference, for instance,
posterior means and standard deviations are customarily treated as Baye-
sian point and interval estimates. Important advantages of the Bayesian
model fitting by posterior sampling include the numerical tractability of
even very complex models, exact rather than asymptotic inference, and
the ease with which derived parameters can be estimated with full propa-
gation of all uncertainty. Some disadvantages are that it may be difficult at
first, it may be slow, and parameter nonidentifiability and model selection
may be even harder challenges than in the frequentist framework.

We are now armed with the motivation for population analysis and
have a basic understanding for how estimation and inference about
model parameters is achieved in the Bayesian framework of statistics.
Hence, we are ready to move on to see our first population models. In
the next two chapters, we will deal with simple models for time series
of counts. Importantly, these chapters will also provide an introduction
to what may be the three most essential topics of applied statistical mod-
eling: linear and generalized linear models in Chapter 3 and random
effects in Chapter 4. You will meet these concepts over and over again
in your statistical modeling. If you understand them in a simple model,
your understanding for more complex models will be greatly enhanced.
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3.1 INTRODUCTION

The generalized linear model (GLM) extends the concept of a linear
model from normal response models, such as analysis of variance and
regression, to many other response distributions, including the Poisson
and the binomial. The GLM is a crucial piece in our lego collection of
modeling parts, and perhaps the crucial piece. Described synthetically
in 1972 by Nelder and Wedderburn (also see McCullagh and Nelder,
1989; Dobson and Barnett, 2008 ), the GLM unifies a huge number of
superficially different analytical techniques, such as regression, analysis
of variance, log-linear models, and logistic regression, among many
others. We believe that a solid practical understanding of the GLM is
essential for the work of every serious ecologist. To understand the
GLM, you must know how to build a design matrix, what a link function
is and how to choose a statistical distribution for an observed response.
WinBUGS, with its lucid and elegant BUGS language, is perhaps the best
software available to make one really understand the GLM. Useful intro-
ductions to the GLM with WinBUGS include Gelman and Hill (2007) ,
Ntzoufras (2009), and Kéry (2010). In this chapter, we introduce two
common GLMs for count data: Poisson and binomial GLMs. The essen-
tial difference between the two is that in the Poisson GLM, counts are
unbounded in principle, whereas in a binomial GLM, counts are
bounded by the so-called binomial totals. The GLM is the quintessential
statistical model, so we first review the concept of a statistical model as a
response being composed of signal plus noise.

3.2 STATISTICAL MODELS:
RESPONSE = SIGNAL +NOISE

The basic form of a statistical model is such that we imagine a response
as being composed of two components: signal and noise. The main differ-
ence between a statistical model and a purely mathematical one is that the
statistical model contains a description of the random variability in an
observed response, the noise. Alternative names of the signal–noise dis-
tinction are random and fixed part of a model, stochastic and systematic
part, and mean and variance, or dispersion, structure of a model.

3.2.1 The Noise Component
The defining feature of a statistical model is that it accommodates the

randomness and unpredictability that is the hallmark of all empirical data,
even those in physics, chemistry, or molecular biology labs. To describe
this noise, we use statistical distributions. Our quantitative descriptors
of the random part of a model, the noise component, are the parameters
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of these distributions and of course their identity. Some of the most
frequently used distributions in population ecology are Poisson, binomial,
normal, multinomial, and exponential. For an ecological modeler, it is
important to get a feel for which statistical distribution is suitable as a
description of the randomness in the data for a particular sampling situa-
tion, feature of the data collection protocol or measured trait. Experienced
modelers therefore have a bestiary of distributions (Bolker, 2008) at their
disposal, and they may well try out more than one for the same response
to see which is most appropriate. Here, we do not describe these distribu-
tions but rather point to other books where some of the key distributions
are described in more detail. Examples include Bolker (2008), Royle and
Dorazio (2008), Kéry (2010), or Link and Barker (2010).

Program R has a large catalog of distributions that one can use and study
to see how each one looks. Check out ?ddist, and replace dist by any of the
following: pois, binom, norm, multinom, exp, and unif. Changing the first
letter of the function name from d to p, q , or r allows one to get the density,
the distribution function, the percentiles, and random numbers from these
distributions. For instance, to see how a beta distribution with parameters 2
and 4 looks like, you could execute either of the following R commands.
Both generate a random sample of size n from the specified beta distribu-
tion and produce a plot. Remember that to know how an R function works
you can type a question mark and its name (e.g., ?density).

plot(density(rbeta(n = 10^6, shape1 = 2, shape2 = 4)))
hist(rbeta(10^6, 2, 4), nclass = 100, col = "gray")

The GLM in a strict sense has only a single noise component. Often,
however, we need several noise components in a statistical model. Such
models are introduced in Chapter 4. They include random- or mixed-effects
models, hierarchical models, multilevel models, state-space models, or
latent-component models. In a sense, they are all fairly similar, although
there is a tremendous variety of them. In this book, we usually speak of
random-effects or hierarchical models when there is more than a single
noise component, except where there is a strong historic precedent favoring
one term over the other, such as the state-space models in Chapter 5. In
hierarchical models, the definition of a statistical model as being composed
of a systematic and a random part must bemade separately for each level of
the model and what is the random part at one level becomes a component
of the systematic part in the next level of the hierarchy.

3.2.2 The Signal Component
The signal component of the model contains the predictable parts of a

response or the mean structure of a model. One of the most widely used
descriptions of the mean structure is by a linear model, although nonlinear
models can be adopted as well (Seber and Wild, 2003). The linear model is
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one particular way to describe how we imagine that explanatory variables,
such as indicators for group memberships or measured covariates, affect an
observed response. A linear model is linear in the parameters and does not
need to represent a straight line when plotted; most often it does not. This
means that the parameters affect the mean response in an additive way,
such as α and β in y = α*x1 + β*x2, but not as in y = ðxα1Þ/ðβ+ x2Þ, where x1
and x2 are variables. Most models that ecologists use in their daily work can
be represented as linear models: for example, the t-test, simple and multiple
linear regressions, ANOVA, ANCOVA, and mixed models.

All these models can be described in several ways, for example, with a
plot, in words or in maths. To be able to code a model in the BUGS lan-
guage, we need to know how to write it mathematically. Therefore, we
need to learn how to describe each model by way of matrices and vectors
and, in particular, how to build the so-called design matrix of a model. We
briefly illustrate these topics with an ANCOVA linear model for a toy data
set of nine data points. We assume that y is a response, A is a factor with
three levels (i.e., a categorical covariate), and X is a continuous covariate.
Here, they are ready to be defined in R:

# Define and plot data
y <- c(25, 14, 68, 79, 64, 139, 49, 119, 111)
A <- factor(c(1, 1, 1, 2, 2, 2, 3, 3, 3))
X <- c(1, 14, 22, 2, 9, 20, 2, 13, 22)
plot(X, y, col = c(rep("red", 3), rep("blue", 3), rep("green", 3)),

xlim = c(−1, 25), ylim = c(0, 140))

In R, we can fit an ANCOVA with parallel slopes by issuing the follow-
ing command:

summary(fm <- lm(y ~ A-1 + X))
[...]
Coefficients:

Estimate Std. Error t value Pr(>|t|)
A1 1.315 19.260 0.068 0.9482
A2 65.218 17.965 3.630 0.0151 *
A3 58.648 19.260 3.045 0.0286 *
X 2.785 1.031 2.701 0.0427 *
[...]
Residual standard error: 25.05 on 5 degrees of freedom
Multiple R-squared: 0.951, Adjusted R-squared: 0.9117
F-statistic: 24.24 on 4 and 5 DF, p-value: 0.001798

This formula language for defining the linear model underlying the
ANCOVA or any other linear model is ingenious because it is quick
and error-free if you know how to specify your model. The downside is that
you must know what this statement actually causes R to do. So, let us look
under the hood and see what R does when we tell it y ~ A−1 + X. When
fitting this model, we are in effect fitting the following linear models:

yi = αjðiÞ + β$Xi + εi and εi # Normalð0, σ2Þ
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Here, yi is the response of unit (data point, individual, row) i, and Xi is the
value of the continuous explanatory variable X for unit i. Factor A codes for
the group membership of each unit (for the meaning of the −1, see below).
We have three groups; therefore, the index j is 1, 2, or 3, and we may write
j =Ai. This means that units with a value Ai = 1 have j = 1 and α1 and so
forth. There are two parameters in the model, which describe the mean
structure of the model, α and β, of which the first is a vector and the second
is a scalar. The vector α has three elements, corresponding to the effects of
the three levels of factor A. The part αj(i) + β*Xi represents the expected
response for unit i, that is, the value expected to be observed in the absence
of any noise in the system. Thus, this is the signal part of the response. The
noise part consists of that part of the response, which we cannot explain by
our linear combination of the explanatory variables: it is represented by
the residuals εi. Since we know a little bit about these noise terms, we
claim that they come from a normal distribution with mean equal to zero
and common variance σ2. In all, the model has five parameters: α1, α2, α3, β,
and σ2. A little confusingly, we may also say that the model has three
parameters: the vector α and the scalars β and σ2.

Other algebraic ways of writing this model clarify perhaps even more
the structure of a statistical model as being made up of a signal or sys-
tematic part and a noise or random part. The following shows clearly
that the response is normally distributed around the values of the linear
predictor, αj(i) + β*Xi. Now, residuals εi are defined only implicitly.

yi # NormalðαjðiÞ + β$Xi, σ2Þ:

A further possibility is to express μi as the expected response of unit i in
the absence of any random noise. It is the same as the value of the linear
predictor:

yi # Normalðμi, σ2Þ, with μi = αjðiÞ + β$Xi

Being able to write a linear model in algebra greatly simplifies the coding
of a model in WinBUGS. Most models, when written in the BUGS
language, in fact very much resemble their algebraic description.

Yet another way to write this model for our data set is by way of
matrices and vectors:

25
14
68
79
64
139
49
119
111

0

BBBBBBBBBBBB@

1

CCCCCCCCCCCCA

=

1 0 0 1
1 0 0 14
1 0 0 22
0
0
0
0
0
0

1
1
1
0
0
0

0
0
0
1
1
1

2
9
20
2
13
22

0

BBBBBBBBBBBB@

1

CCCCCCCCCCCCA

×

α1
α2
α3
β

0

BB@

1

CCA+

ε1
ε2
ε3
ε4
ε5
ε6
ε7
ε8
ε9

0

BBBBBBBBBBBB@

1

CCCCCCCCCCCCA

, with εi # Normalð0, σ2Þ
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From left to right, we have response vector, design matrix, parameter
vector, and residual vector. The design matrix (also called model matrix or
X matrix) multiplied with the parameter vector produces another vector,
which is the expected value of the response for each unit. This expected
value is also called the linear predictor and is the same as μi above. For
example, the value of the linear predictor for the first data point is
given by 1*α1 + 0*α2 + 0*α3 + 1*β.

It is useful to practice so that you can jump back and forth between
different ways of describing the same model: the R formula language, in
algebra, and using matrices and vectors. We need this clear understanding
of the linear model if we want to succeed in our modeling with WinBUGS.
This may be awkward at first, but a tremendous benefit is that this finally
forces on us what we may not have achieved before: a clear understanding
of linear models.

The interpretation of the elements of the vector of the mean parameters
(α1, α2, α3, β) depends on the way the design matrix is structured, and
there are different ways for doing this. These variations are called para-
meterizations of a model; they are equivalent ways of writing what is
effectively the same model. Sometimes one parameterization may be
more convenient and sometimes another. WinBUGS can be very sensitive
to the choice of parameterization of a model; sometimes one will not work
at all, for example, the chains would not mix, but another will result in
beautiful mixing. Hence, it is important that we know how to specify dif-
ferent parameterizations of the same model.

One clever trick when trying to understand the design matrix of a
model is the use of the R function model.matrix(), especially for those
of you who have some experience in fitting linear models with a model-
definition language such as that in R. We have had cases in which we did
not quite understand the structure of a complicated linear model that we
wanted to fit in WinBUGS. To understand the design matrix of the model
and, therefore, to be able to specify the model in WinBUGS, we went into
R and used model.matrix() to find out how the design matrix of the
model we wanted to specify in WinBUGS looked like.

As an example, two possible parameterizations of our ANCOVA model
are those which we specify by the following R commands:

# Effects or treatment contrast parameterization
model.matrix(~ A + X)

(Intercept) A2 A3 X
1 1 0 0 1
2 1 0 0 14
3 1 0 0 22
4 1 1 0 2
5 1 1 0 9
6 1 1 0 20
7 1 0 1 2
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8 1 0 1 13
9 1 0 1 22
[ ... ]

# Means parameterization
model.matrix(~ A-1 + X)

A1 A2 A3 X
1 1 0 0 1
2 1 0 0 14
3 1 0 0 22
4 0 1 0 2
5 0 1 0 9
6 0 1 0 20
7 0 0 1 2
8 0 0 1 13
9 0 0 1 22
[ ... ]

The former is the R default called the effects or treatment contrast para-
meterization. It specifies the linear model in terms of a baseline response,
which here is that for the first level of factor A, plus effects of the other
levels of A relative to the first level and effects of each unit change in
the covariate X. Hence, the intercept is the mean response of units with
level 1 of factor A at X = 0, and the parameters corresponding to the design
matrix columns A2 and A3 quantify the difference in the mean response in
levels 2 and 3, relative to that of level 1, for a given value of X. The para-
meter representing column X in the design matrix is the common slope of
the regression of y on X, regardless of which group a unit belongs to. In
contrast, in the means parameterization, the first three parameters directly
represent the mean response for each level of factor A at X = 0, while the
meaning of the parameter represented by the column X is the same as
before.

The overly simple setting chosen here allows one to see the main fea-
tures of these topics very clearly, and in real-world modeling, where one
typically has many explanatory variables, one must strive for an under-
standing of the linear model by breaking down the problem into its smal-
lest understandable parts. In reality, there may be main effects and
interaction effects and perhaps aliasing between columns of the design
matrix, meaning some parameters cannot be estimated independently.
This complicates the constructio n of the design matrix even more
(although most problems are really ones of bookkeeping). We will not
go further into these topics, but refer you to any of a huge number of
books that explain the linear model, such as Kéry (2010) or chapter 6
in E. Cooch and G. White’s free Gentle Introduction to Program MARK
(www.phidot.org/software/mark/docs/book).

This concludes our very brief description of how the signal component
of a linear statistical model is built using the design matrix, which, when
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matrix multiplied with the parameter vector, yields the value of the linear
predictor or the expected or “typical” response, μi, which is also what you
get in R by typing model.matrix(~A+X) %*% fm$coef.

3.2.3 Bringing the Noise and the Signal Components
Together: The Link Function

In the linear models mentioned so far in this chapter, we assumed a
normal distribution for the random part of the response. Thus, we directly
wrote the response yi as a simple additive combination of the signal μi and
the noise εi. For responses that cannot be modeled with a normal distribu-
tion, this direct combination is no longer possible. For instance, directly
adding noise from a Poisson or a binomial distribution to the value of a
linear predictor would typically result in inadmissible values for the
response, for example, fractional or negative counts.

The big advantage of generalized linear models (GLMs) is that we can
apply a linear model to the response indirectly: namely, to a transforma-
tion of the mean response. The function that transforms the expected
response is called the link function . The reason for that name should
now be clear: the link function allows us to link the noise component
and the signal components in a model. In this way, the useful concepts
of linear models can be carried over to a vastly larger class of models.

The classical way to describe a GLM is by three components: a random
part (noise), a systematic part (signal), and a link function. More generally,
for response yi, we can write the following:

1. Random part of the response (the noise)—a statistical distribution f
with mean response μi:

yi # fðμiÞ

2. A link function g, which is applied to the mean response μi:

gðμiÞ = ηi

3. Systematic part of the response (the signal)—a linear predictor (ηi),
for example, for a simple linear regression–type of GLM:

ηi = α+ β$xi

We can describe a GLM succinctly in only two lines:

yi # fðμiÞ

gðμiÞ = α+ β$xi

This is exactly the way in which GLMs are specified in the BUGS
language, and this is the reason why BUGS is so great if you want to really
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understand GLMs. The GLM concept gives you considerable creative
freedom to combine the three components of a GLM, but there are typi-
cally pairs of response distributions and link functions that go together
particularly well. These link functions are called canonical link functions
and are the identity link for normal responses ( ηi = μi), the log link for
Poisson responses (ηi = log(μi)), and the logit link for binomial responses
( ηi = log(μi)/log(1 − μi)). Together, these three standard GLMs make up a
vast number of statistical methods used in population ecology and else-
where; for an overview, see Kéry (2010).

The broad scope of the GLM is one reason for the great importance of
the GLM for you. The other one, which we will see many times later in
the book, is that the GLM represents the main building block for many
more complicated models, especially hierarchical models. Many of the
most exciting ecological models for inference about populations can be
viewed simply as a sequence of coupled GLMs (Royle and Dorazio,
2008).

3.3 POISSON GLM IN R AND WinBUGS FOR
MODELING TIME SERIES OF COUNTS

The Poisson distribution is defined for positive integers at 0, 1, 2, … and
hence is a suitable model for counts under the assumption of independence
and spatial or other randomness. It describes the “residual variation”
(noise), after any kinds of systematic effects (signal) in the Poisson mean
have been taken account of, for example, in the form of covariate effects.

The Poisson distribution has a single parameter, the intensity or rate
parameter λ representing the expected count. The variance of a Poisson
random variable is not a free parameter, rather it is identical to the
mean (expected) count. In practice , this strong assumption about the
mean–variance relationship is frequently violated and the variance of
counts is larger than their mean. There are various ways to take account
of this. The conceptually easiest is perhaps the introduction of data-level
random effects to take account of such overdispersion (Section 4.2).

For an example of a Poisson GLM, let us assume we model counts Ci
from a number of years i. Here is the algebraic description of the Poisson
GLM for count Ci in year i with a single covariate X:

1. Random part of the response (statistical distribution):

Ci # PoissonðλiÞ

2. Link of random and systematic part (log link function):

logðλiÞ = ηi
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3. Systematic part of the response (linear predictor ηi):

ηi = α+ β$Xi

Here, λi is the expected count (the mean response) in year i on the arith-
metic scale, ηi is the expected count in year i on the link scale (i.e., the
linear predictor), Xi is the value of covariate X in year i, and α and β are
the two parameters of the log-linear regression of these counts on the
covariate. We will next look at the generation and analysis of Poisson
GLM data for a simulated and also for a real data set.

3.3.1 Generation and Analysis of Simulated Data
We define a function that generates Poisson counts of peregrine falcons

(Fig. 3.1) for one population over n years. The parameter values are
inspired by actual data from the French Jura mountains (Monneret,
2006), see Section 3.3.2. In this example, the linear predictor will be a
cubic polynomial function of time, ηi = α+ β1

$Xi + β2
$X2

i + β3
$X3

i . In this
section, we will, first, show how a GLM is analyzed in the frequentist
framework in R and in the Bayesian framework using WinBUGS and illus-
trate how similar numerically the resulting estimates are. Second, as this is
the first time we run WinBUGS, we explain each step of the analysis in
more detail than later in this book.

FIGURE 3.1 Peregrine falcon (Falco peregrinus), Switzerland (Photograph by B. Renevey).
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data.fn <- function(n = 40, alpha = 3.5576, beta1 = −0.0912,
beta2 = 0.0091, beta3 = −0.00014){
# n: Number of years
# alpha, beta1, beta2, beta3: coefficients of a
# cubic polynomial of count on year

# Generate values of time covariate
year <- 1:n

# Signal: Build up systematic part of the GLM
log.expected.count <- alpha + beta1 * year + beta2 * year^2 + beta3 *

year^3
expected.count <- exp(log.expected.count)

# Noise: generate random part of the GLM: Poisson noise around
expected counts
C <- rpois(n = n, lambda = expected.count)

# Plot simulated data
plot(year, C, type = "b", lwd = 2, col = "black", main = "", las = 1,

ylab = "Population size", xlab = "Year", cex.lab = 1.2,
cex.axis = 1.2)

lines(year, expected.count, type = "l", lwd = 3, col = "red")

return(list(n = n, alpha = alpha, beta1 = beta1, beta2 = beta2,
beta3 = beta3, year = year, expected.count = expected.count, C = C))

}

We obtain one realization of the stochastic process, that is, population
counts over 40 years, and plot the population trajectory over time
(Fig. 3.2a)

data <- data.fn()
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FIGURE 3.2 Simulated population size of peregrines in the French Jura over 40 years.
(a) Expected population size (red) and the observed data, the realized population size
(black). (b) Observed data (black) and estimated population trajectories from a frequentist
(green) and a Bayesian analysis (blue) of a Poisson regression with cubic polynomial effects
of year. The R code to produce this figure slightly differs from the one shown in this book.
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Next, we analyze this data set in R and in WinBUGS. Fitting a GLM in
the frequentist mode of analysis, using the method of maximum likeli-
hood, is trivially easy in statisti cal software like R that have canned
functions such as glm(). Here is the analysis using R; one or two lines
of code suffice. Up to Poisson sampling error, this will recover parameter
estimates that resemble the values of the input.

fm <- glm(C ~ year + I(year^2) + I(year^3), family = poisson, data = data)
summary(fm)

Call:
glm(formula = C ~ year + I(year^2) + I(year^3), family = poisson,

data = data)

Deviance Residuals:
Min 1Q Median 3Q Max

−1.9036 −0.5815 0.2250 0.8888 1.4972

Coefficients:
Estimate Std. Error z value Pr(>|z|)

(Intercept) 3.570e+00 1.159e-01 30.797 < 2e-16 ***
year −1.099e-01 2.023e-02 −5.431 5.61e-08 ***
I(year^2) 1.026e-02 1.005e-03 10.204 < 2e-16 ***
I(year^3) −1.578e-04 1.467e-05 −10.756 < 2e-16 ***
—
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for poisson family taken to be 1)

Null deviance: 2771.076 on 39 degrees of freedom
Residual deviance: 42.729 on 36 degrees of freedom
AIC: 297.77

Number of Fisher Scoring iterations: 4

We note in passing that in order to arrive at this solution, R had to turn
the handle on a blackbox called “Fisher Scoring” four times.

In contrast, the code for fitting the same model in WinBUGS is less suc-
cinct: about 20 lines compared with 1–2 for the same analysis in R. And
this is only for the description of the model in the BUGS language; more
lines of code are required to actually conduct the analysis of that model
with WinBUGS from R.

# Specify model in BUGS language
sink("GLM_Poisson.txt")
cat("
model {

# Priors
alpha ~ dunif(−20, 20)
beta1 ~ dunif(−10, 10)
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beta2 ~ dunif(−10, 10)
beta3 ~ dunif(−10, 10)

# Likelihood: Note key components of a GLM on one line each
for (i in 1:n){

C[i] ~ dpois(lambda[i]) # 1. Distribution for random part
log(lambda[i]) <- log.lambda[i] # 2. Link function
log.lambda[i] <- alpha + beta1 * year[i] + beta2 * pow(year[i],2) +

beta3 * pow(year[i],3) # 3. Linear predictor
} # i

}
",fill = TRUE)
sink()

In this book, we present each WinBUGS analysis in a common lay-
out, by first writing a text file with the model definition in the BUGS
language, followed by all the other ingredients that the function bugs()
in the R2WinBUGS package (Sturtz et al., 2005) requires to instruct Win-
BUGS from R. Remember that before executing the following code, you
must define an R object called bugs.dir that contains the address of
WinBUGS. For a Swiss-German locale, this might be

bugs.dir <- "c:/Programme/WinBUGS14/"

Next, we bundle into an R list the data needed for the analysis by
WinBUGS.

# Bundle data
win.data <- list(C = data$C, n = length(data$C), year = data$year)

The next step is to define initial values for the estimated quantities.
WinBUGS can generate initial values by drawing them from their priors,
so it is not necessary to give inits for all estimands. Nevertheless, when
running WinBUGS by calling it from R, we need to define inits for at
least one quantity. For complex models, it is often vital to choose good
initial values because otherwise WinBUGS may crash. It is useful to define
a function to define inits. This function is then executed once for each
Markov chain run in the analysis.

# Initial values
inits <- function() list(alpha = runif(1, −2, 2), beta1 = runif(1, −3, 3))

Next, we write a list with the quantities we want to estimate (“monitor”
as WinBUGS calls it), that is, for which we want WinBUGS to save the
draws from the joint posterior distribution. This includes derived quanti-
ties such as lambda here.
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# Parameters monitored
params <- c("alpha", "beta1", "beta2", "beta3", "lambda")

Before running the analysis, we set the MCMC characteristics: the num-
ber of draws per chain, thinning rate, burnin length, and the number of
chains. The burnin should be long enough to discard the initial part of
the Markov chains that have not yet converged to the stationary distribu-
tion. We typically determine the required burnin in initial trials. Thinning
is useful to save computer disk space. We run multiple chains to check for
convergence.

# MCMC settings
ni <- 2000
nt <- 2
nb <- 1000
nc <- 3

Now, we have defined all R objects that we need as arguments for our
call to R function bugs(). When calling WinBUGS from R, we usually set
the argument debug = TRUE . WinBUGS then remains open after the
requested number of iterations has been produced, and we can visually
inspect whether the chains have converged, or in the case of an error,
directly read the log file.

# Call WinBUGS from R
out <- bugs(data = win.data, inits = inits, parameters.to.save = params,

model.file = "GLM_Poisson.txt", n.chains = nc, n.thin = nt,
n.iter = ni, n.burnin = nb, debug = TRUE, bugs.directory = bugs.dir,
working.directory = getwd())

Most shockingly, WinBUGS almost immediately crashes, claiming that
there was an “undefined real result” trap. Why on Earth should you con-
tinue with this book (or even buy the book!) when GLMs can be fitted so
very much more easily using functions in software such as R? There are
at least three reasons for why you should continue:

1. You can use the same kind of analysis for much more complex models,
models that you will hardly or not at all be able to fit with R. So,
understanding how to fit the simpler models in WinBUGS rather than
in R is an essential preparation for that.

2. You conduct a Bayesian analysis instead of a frequentist one. The
Bayesian view of statistics has several advantages as argued by many
(e.g., McCarthy, 2007; Link and Barker, 2010; also see Chapter 2).

3. The model that you fit is more transparent when using the BUGS
language to describe it than when describing it in R. So, there is a huge
heuristic benefit of statistical modeling in WinBUGS: that of actually
understanding the model you are fitting.
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But back to our Bayesian analysis of that really simple model, our
Poisson GLM: why was WinBUGS not able to get a solution in this simple
case? The answer is that we need to ensure that covariate values are not
too far away from zero, that is, that they have neither too large negative
nor too large positive values. Note that year3 goes up to 403 = 64,000, and
this causes numerical overflow (covariate values in the 10s or even in the
100s should not be a problem). To avoid this problem, we usually center
or standardize our covariates. We could use the usual standardization by
subtracting the mean and dividing by the standard deviation; this results
in transformed covariates with approximately zero mean and unit stan-
dard deviation. However, any other transformation usually also works,
provided that the range of the transformed covariate does not extend to
far on either side of 0. Here, we subtract 20 and divide 10. This is easy and
the only cost is when we want to present the results and when we want to
compare the input values with our parameter estimates. We will graph the
results of the model fitted in WinBUGS with the standardized year covari-
ate. This will convince you that we have actually fitted the equivalent
model. So next we repeat the analysis using the standardized covariate
values. We can do this simply by adapting the statement in which we
package the data and then recycle the rest of the code.

# Bundle data
mean.year <- mean(data$year) # Mean of year covariate
sd.year <- sd(data$year) # SD of year covariate
win.data <- list(C = data$C, n = length(data$C),

year = (data$year − mean.year) / sd.year)

# Call WinBUGS from R (BRT < 1 min)
out <- bugs(data = win.data, inits = inits, parameters.to.save = params,

model.file = "GLM_Poisson.txt", n.chains = nc, n.thin = nt,
n.iter = ni, n.burnin = nb, debug = TRUE, bugs.directory = bugs.dir,
working.directory = getwd())

This works smoothly and produces a nice first bit of output from our
first Bayesian analysis; how reassuring! To return the data into R, you
have to manually exit WinBUGS and can then obtain a numerical sum-
mary of the Bayesian analysis.

# Summarize posteriors
print(out, dig = 3)
Inference for Bugs model at "GLM_Poisson.txt", fit using WinBUGS,
3 chains, each with 2000 iterations (first 1000 discarded), n.thin = 2
n.sims = 1500 iterations saved

mean sd 2.5% 25% 50% 75% 97.5% Rhat n.eff

alpha 4.268 0.030 4.208 4.248 4.268 4.288 4.324 1.005 410

beta1 1.308 0.042 1.230 1.277 1.307 1.338 1.391 1.003 590

beta2 0.076 0.024 0.031 0.060 0.076 0.093 0.122 1.013 480

beta3 −0.253 0.022 −0.297 −0.268 −0.253 −0.237 −0.212 1.006 340
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lambda[1] 32.367 3.243 26.579 30.000 32.340 34.492 38.965 1.007 340

lambda[2] 29.815 2.562 25.184 27.997 29.850 31.490 35.057 1.006 390

lambda[3] 27.993 2.068 24.229 26.550 27.995 29.402 32.111 1.005 480

[ ... ]

lambda[38] 257.081 6.451 245.100 252.600 256.900 261.500 269.800 1.001 1500

lambda[39] 251.555 7.723 237.442 246.000 251.300 256.700 267.252 1.000 1500

lambda[40] 242.160 9.271 225.147 235.700 241.900 248.325 261.400 1.000 1500

deviance 293.695 2.622 290.300 291.800 293.200 295.000 300.700 1.001 1500

For each parameter, n.eff is a crude measure of effective sample size, and Rhat is
the potential scale reduction factor (at convergence, Rhat=1).

DIC info (using the rule, pD = Dbar-Dhat)

pD = 3.9 and DIC = 297.6

DIC is an estimate of expected predictive error (lower deviance is better).

We note that there is a plot function for R objects of the bugs class.
Typing plot(out) will produce a useful graphical summary of the Baye-
sian analysis, but we do not show this plot here.

Now, before we even inspect the parameter estimates, we should make
sure that their Markov chains have converged. Only then are the random
draws produced a valid sample from the desired target distribution,
which is the posterior distribution of these parameters. Convergence can
never be proven; what looks like convergence may indeed sometimes
represent chains that have definitely not reached their stationary distribu-
tion (see Kéry, 2010, for some nice examples of this). However, in many
cases, visual and numerical checks are adequate, and this is what we do in
this book: we always inspect the time-series plots in the WinBUGS log file
and the values of the Rhat statistics in the table of posterior summaries
produced by the function bugs(). Rhat is a formal convergence test criter-
ion comparing the among- and the within-chain variance in an ANOVA
fashion; values around 1 suggest the absence of a “chain effect” and there-
fore convergence (Brooks and Gelman, 1998). Often, 1.1 or 1.2 is taken as
an Rhat-value that indicates convergence (Gelman and Hill, 2007).

The eye is quite good at picking up a pattern in a graph, and this visual
assessment of the likely convergenceof chainswill complement thenumerical
assessment by the Rhat values (Fig. 3.3). With experience, you will get
a trained eye because you will have seen so many plots of chains that
have converged (based on Rhat) and so many others that have not. With
debug = TRUE as an argument of the function bugs(), WinBUGS stays
open after execution of the desired number of iterations, and the full Win-
BUGS functionality can be used for further analyses. For instance, addi-
tional iterations could be asked for and numerical summaries produced.
However, one may also simply skim over the time-series plots of all mon-
itored parameters to see whether any of them looks like they have not con-
verged (yet). At convergence, the chains should oscillate randomly around
a horizontal level and (when three parallel chains are run) should look
“grassy” (Link and Barker, 2010). There should not be a sustained trend.
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Furthermore, the lines representing the different chains (usually, 2 or 3)
should be strongly interspersed: if this is the case, one says that the chains
mix well. In our simple model, we can inspect the time-series plots and see
that after the burnin of length 200, the chains of all parameters have indeed
converged. We arrive at the same conclusion based on the Rhat values.

To seewhat initial nonconvergence looks like, youmay repeat the analysis
with the below MCMC settings. Looking at the plots in WinBUGS shows
that convergence is generally achieved after some 75 iterations (Fig. 3.3).

# New MCMC settings with essentially no burnin
ni <- 100
nt <- 1
nb <- 1

# Call WinBUGS from R (BRT <1 min)
tmp <- bugs(data = win.data, inits = inits, parameters.to.save = params,

model.file = "GLM_Poisson.txt", n.chains = nc, n.thin = nt,
n.iter = ni, n.burnin = nb, debug = TRUE, bugs.directory = bugs.dir,
working.directory = getwd())

Once we are satisfied with the convergence of the chains, we can see
what we learn from the analysis of the model. For instance, we can plot
the Poisson means (the lambda parameters) for each year; these repre-
sent the expected peregrine counts in each year. We plot them in the
same figure as the predicted values from the analysis of the same
model using the R function glm(), and we will see that our inference
is virtually identical (Fig. 3.2b).

plot(1:40, data$C, type = "b", lwd = 2, col = "black", main = "", las = 1,
ylab = "Population size", xlab = "Year")

R.predictions <- predict(glm(C ~ year + I(year^2) + I(year^3),
family = poisson, data = data), type = "response")

lines(1:40, R.predictions, type = "l", lwd = 3, col = "green")
WinBUGS.predictions <- out$mean$lambda
lines(1:40, WinBUGS.predictions, type = "l", lwd = 3, col = "blue", lty = 2)

60.0

40.0

20.0

0.0

2 25 50

lambda[3] chains 1:3

Iteration
75 100

FIGURE 3.3 Example of a time-series plot with three chains for one parameter (the
expected count in year 3). The chains have converged after around 75 iterations and show
good mixing. Thus we would repeat the analysis and might set the burnin to at least 75, but
probably even to several 100 to be on the safe side.
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We see that the predicted population sizes are so similar from R and
WinBUGS that we can hardly see both lines. This is a very common obser-
vation: typically, inference from a frequentist and a Bayesian analysis of a
statistical model is numerically alm ost identical when noninformative
priors are used. Let us plot the two predictions side by side to convince
us that they are indeed so similar:

cbind(R.predictions, WinBUGS.predictions)
R.predictions WinBUGS.predictions

1 32.14482 32.36720
2 29.66780 29.81523
3 27.89637 27.99280

[ .... ]
38 256.76388 257.08067
39 251.21847 251.55480
40 241.79082 242.16020

R was able to recover parameter estimates that were very similar to
those that we input when assembling the data set. Now we see that the
predicted population trajectory from the frequentist analysis in R, using
untransformed covariate values, and from the Bayesian analysis in
WinBUGS, using transformed covariate values, are virtually identical.

There is always a trade-off between simplicity of model fitting and
flexibility: R functions such as glm() are very handy, but they can
only fit a relatively limited array of models. In addition, and perhaps
more importantly, the model fitted with a function like glm() is much
less transparent than when the same model is fit in WinBUGS. We will
see this in the random-effects extension to GLMs in Chapter 4 ; in
WinBUGS, it is conceptually trivial to go from the pure Poisson GLM
to the Poisson-lognormal mixed-effects GLM or Poisson generalized lin-
ear mixed model (GLMM). In contrast, in R we would have to use a dif-
ferent setting of the same function (glm(,family=quasipoisson) ) or use
an altogether different function, such as lmer().

3.3.2 Analysis of Real Data Set
We will repeat this analysis now using actual data by analyzing the tra-

jectory of the peregrine population breeding in the French Jura from 1964
to 2003 (R.-J.Monneret, personal communication). Note that by merely
conducting this analysis, we implicitly make the assumption that the sur-
vey coverage and detection probability of peregrine pairs in the French
Jura have not changed in a sustained way over time, otherwise our per-
ceived trends will be distorted (see, e.g., Nichols et al., 2009; Kéry, 2010;
Chapter 5). If we have doubts about this important assumption, then a
survey design should be used that allows detection probability to be esti-
mated and therefore corrected for. The metapopulation estimation
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methods in Chapters 12 and 13 illustrate ways this could be done in the
context of population studies of raptors such as the peregrine. Another
feature that our model does not address either is possible temporal auto-
correlation. To add this, we could use models developed in Chapter 5.

# Read data
peregrine <- read.table("falcons.txt", header = TRUE)

We attach the data set to be able to directly write the variable names
when addressing them.

attach(peregrine)

The data set contains the counts of adult pairs (Pairs), reproductive
pairs (R.Pairs), and fledged young (Eyasses) for each of 40 years. We
plot variable Pairs (Fig. 3.4a).

plot(Year, Pairs, type = "b", lwd = 2, main = "", las = 1, ylab = "Pair
count", xlab = "Year", ylim = c(0, 200), pch = 16)

We fit the model in WinBUGS and plot the predictions, vector lambda,
into the same plot (Fig. 3.4a, blue line). We will use the same R/WinBUGS
code as before.

# Bundle data
mean.year <- mean(1:length(Year)) # Mean of year covariate
sd.year <- sd(1:length(Year)) # SD of year covariate
win.data <- list(C = Pairs, n = length(Pairs), year = (1: length(Year) −

mean.year) / sd.year)

# Initial values
inits <- function() list(alpha = runif(1, −2, 2), beta1 = runif(1, −3, 3))
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FIGURE 3.4 Analysis of (a) population size (number of territorial pairs), (b) fecundity
(total number of fledged young), and (c) prop ortion of successful pairs in the peregrine
population of the French Jura from 1964 to 2003 (data courtesy of R.-J. Monneret).
Observed data are in black and Bayesian posterior means from WinBUGS in blue. The R
code to produce this figure slightly differs from the one shown in this book.

3.3 POISSON GLM IN R AND WinBUGS FOR MODELING TIME SERIES OF COUNTS 65



# Parameters monitored
params <- c("alpha", "beta1", "beta2", "beta3", "lambda")

# MCMC settings
ni <- 2500
nt <- 2
nb <- 500
nc <- 3

# Call WinBUGS from R (BRT < 1 min)
out1 <- bugs(data = win.data, inits = inits, parameters.to.save = params,

model.file= "GLM_Poisson.txt", n.chains = nc, n.thin = nt,
n.iter = ni, n.burnin= nb, debug = TRUE, bugs.directory = bugs.dir,
working.directory = getwd())

# Summarize posteriors
print(out1, dig = 3)

mean sd 2.5% 25% 50% 75% 97.5% Rhat n.eff

alpha 4.234 0.030 4.176 4.214 4.234 4.254 4.293 1.006 400

beta1 1.115 0.047 1.022 1.082 1.116 1.147 1.204 1.009 250

beta2 0.005 0.024 −0.040 −0.012 0.005 0.021 0.052 1.006 350

beta3 −0.233 0.025 −0.280 −0.250 −0.234 −0.215 −0.183 1.010 220

lambda[1] 32.258 3.231 26.499 29.880 32.160 34.450 38.980 1.005 450

lambda[2] 30.221 2.572 25.600 28.367 30.155 31.942 35.550 1.004 570

lambda[3] 28.787 2.088 25.020 27.310 28.710 30.150 33.060 1.003 830

[ ... ]

lambda[38] 169.689 5.294 159.700 166.100 169.700 173.300 179.900 1.001 2800

lambda[39] 162.276 6.248 150.397 158.000 162.200 166.500 174.700 1.002 1500

lambda[40] 152.733 7.347 138.797 147.700 152.600 157.600 167.202 1.003 920

deviance 322.348 2.785 318.900 320.300 321.700 323.600 329.400 1.004 590

[ ... ]

DIC info (using the rule, pD = Dbar-Dhat)

pD = 4.0 and DIC = 326.3

Convergence of all chains looks decent; the values of Rhat in the sum-
mary are close to 1, and the plots of the chains in WinBUGS look nice.
Therefore, we now plot the predicted population trajectory into the pre-
vious plot (Fig. 3.4a).

WinBUGS.predictions <- out1$mean$lambda
lines(Year, WinBUGS.predictions, type = "l", lwd = 3, col = "blue", lty = 2)

3.4 POISSON GLM FOR MODELING FECUNDITY

The Poisson distribution is the standard model for any kind of
unbounded count data. Counts could be alleles, individuals, family or
other groups, or species. To make this very clear, we will swiftly conduct
an analogous analysis for the counts of fledged young, that is, for
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fecundity, in this same peregrine population (Monneret, 2006). We will
use the same model and code and directly plot a Bayesian analysis of a
cubic polynomial of the number of fledged young on year (Fig. 3.4b).

plot(Year, Eyasses, type = "b", lwd = 2, main = "", las = 1,
ylab = "Nestling count", xlab = "Year", ylim = c(0, 260), pch = 16)

# Bundle data
mean.year <- mean(1:length(Year)) # Mean of year covariate
sd.year <- sd(1:length(Year)) # SD of year covariate
win.data <- list(C = Eyasses, n = length(Eyasses), year =

(1: length(Year) − mean.year) / sd.year)

# Call WinBUGS from R (BRT < 1 min)
out2 <- bugs(data = win.data, inits = inits, parameters.to.save =

params, model.file = "GLM_Poisson.txt", n.chains = nc, n.thin = nt,
n.iter = ni, n.burnin = nb, debug = TRUE, bugs.directory = bugs.dir,
working.directory = getwd())

Skimming over the plots of the M arkov chains in WinBUGS and
inspecting the values of Rhat in the summary (not shown) suggest that
convergence has been reached. Therefore, we are satisfied to plot the esti-
mates under the model (Fig. 3.4b).

# Plot predictions
WinBUGS.predictions <- out2$mean$lambda
lines(Year, WinBUGS.predictions, type = "l", lwd = 3, col = "blue")

3.5 BINOMIAL GLM FOR MODELING BOUNDED
COUNTS OR PROPORTIONS

We saw that the Poisson distribution is the standard model for
unbounded count data. However, frequently we have counts that are
bounded by some upper limit. For instance, when modeling the number
of females in a brood, counts of female nestlings cannot exceed the size of
a brood. Similarly, when modelin g the number of successful broods,
counts cannot exceed the total number of broods monitored. As a special
case, when modeling the number of survival events for an individual over
a single time step, the count cannot exceed 1. The standard model for all
these kinds of counts is the binomial distribution. It arises when N inde-
pendent individuals all have the same probability p of experiencing some
event (for instance, being female, successful or a survivor). The number of
events counted (C) will follow a binomial distribution. A special case with
N = 1 is called a Bernoulli distribution.

As our example for a binomial GLM, we will model the number of
successful pairs (Ci) among all monitored pairs (Ni) in year i for a total
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of 40 years. We will treat year as a continuous covariate and fit a quadratic
polynomial. That model can be written like the following:

1. Random part of the response (statistical distribution):

Ci # BinomialðNi, piÞ

2. Link of random and systematic part (logit link function):

logitðpiÞ = log
pi

1− pi

! "
= ηi

3. Systematic part of the response (linear predictor ηi):

ηi = α+ β1
$Xi + β2

$X2
i

Here, pi is the expected proportion of successful pairs on the arithmetic
scale. It is the mean response for each of the Ni trials. ηi is that same pro-
portion on the (logit) link scale. The primary parameter of the binomial
distribution is pi. It is often called the success probability because there
are two events: the one of focal interest termed a success and the other
a failure. In contrast, the binomial total, or trial or sample size Ni is not
normally a parameter; rather, it is typically observed or a fixed element
of the design.

The usual link function adopted for a binomial GLM is the logit. It
maps the probability scale (i.e., the range from 0 to 1) onto the entire
real line (i.e., from −∞ to ∞) and ensures that a linear model does not
result in probabilities outside of that admissible range, that is, below 0
or above 1. The rest of the model (the linear predictor ηi) is up to your
data, your questions, and your imagination. Here, α, β1, and β2 are sim-
ply the three parameters of the logit- linear regression of the unobserved
proportions on covariate Year. Next, we simulate binomial data for the
proportion of successful peregr ine pairs and analyze them with
WinBUGS.

3.5.1 Generation and Analysis of Simulated Data
We write a function that simulates data from this simple setting that

typically leads to the adoption of a binomial GLM.

data.fn <- function(nyears = 40, alpha = 0, beta1 = −0.1, beta2 = −0.9){

# nyears: Number of years
# alpha, beta1, beta2: coefficients

# Generate untransformed and transformed values of time covariate
year <- 1:nyears
YR <- (year-round(nyears/2)) / (nyears / 2)

3. INTRODUCTION TO THE GENERALIZED LINEAR MODEL68



# Generate values of binomial totals (N)
N <- round(runif(nyears, min = 20, max = 100))

# Signal: build up systematic part of the GLM
exp.p <- plogis(alpha + beta1 * YR + beta2 * (YR^2))

# Noise: generate random part of the GLM: Binomial noise around
expected counts (which is N)
C <- rbinom(n = nyears, size = N, prob = exp.p)

# Plot simulated data

plot(year, C/N, type = "b", lwd = 2, col = "black", main= "", las = 1,
ylab= "Proportion successful pairs", xlab= "Year", ylim =c(0, 1))

points(year, exp.p, type = "l", lwd = 3, col = "red")

return(list(nyears = nyears, alpha = alpha, beta1 = beta1,
beta2 = beta2, year = year, YR = YR, exp.p = exp.p, C = C, N = N))

}

We create one data set, which is inspired by the data in Section 3.5.2.

data <- data.fn(nyears = 40, alpha = 1, beta1 = −0.03, beta2 = −0.9)

The model as written in the BUGS language is a trivial variant of
the Poisson GLM encountered earlier; the key word for the binomial
distribution is dbin(). Remember that the binomial distribution in Win-
BUGS is specified with the success parameter ( p) before the binomial
total (N).

# Specify model in BUGS language
sink("GLM_Binomial.txt")
cat("
model {

# Priors
alpha ~ dnorm(0, 0.001)
beta1 ~ dnorm(0, 0.001)
beta2 ~ dnorm(0, 0.001)

# Likelihood
for (i in 1:nyears){

C[i] ~ dbin(p[i], N[i]) # 1. Distribution for random part
logit(p[i]) <- alpha + beta1 * year[i] + beta2 * pow(year[i],2) # Link

function and linear predictor
}

}
",fill = TRUE)
sink()

We choose a different scaling of year this time and simply subtract 20
and divide the result by 20. This leads to values of the covariate that range
from about −1 to 1.
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# Bundle data
win.data <- list(C = data$C, N = data$N, nyears = length(data$C),

year = data$YR)

# Initial values
inits <- function() list(alpha = runif(1, −1, 1), beta1 =

runif(1, −1, 1), beta2 = runif(1, −1, 1))

# Parameters monitored
params <- c("alpha", "beta1", "beta2", "p")

# MCMC settings
ni <- 2500
nt <- 2
nb <- 500
nc <- 3

# Call WinBUGS from R (BRT < 1 min)
out <- bugs(data = win.data, inits = inits, parameters.to.save = params,

model.file = "GLM_Binomial.txt", n.chains = nc, n.thin = nt,
n.iter = ni, n.burnin = nb, debug = TRUE, bugs.directory = bugs.dir,
working.directory = getwd())

We first check convergence by looking at the plots in WinBUGS and
skimming over the values in the column entitled Rhat in the summary
of the analysis in R (not shown). Both tests look very satisfactory, so we
add a plot of the predicted proportion of successful pairs.

# Plot predictions
WinBUGS.predictions <- out$mean$p
lines(1:length(data$C), WinBUGS.predictions, type = "l", lwd = 3,

col = "blue", lty = 2)

3.5.2 Analysis of Real Data Set
We fit the same model to the proportion of successful peregrine pairs in

the French Jura. We do not need to define the model again, since we did
this in the previous section already.

# Read data and attach them
peregrine <- read.table("falcons.txt", header = TRUE)

attach(peregrine)

# Bundle data (note yet another standardization for year)
win.data <- list(C = R.Pairs, N = Pairs, nyears = length(Pairs),

year = (Year−1985)/ 20)

# Initial values
inits <- function() list(alpha = runif(1, −1, 1), beta1 = runif(1,−1, 1),

beta2 = runif(1, −1, 1))

# Parameters monitored
params <- c("alpha", "beta1", "beta2", "p")
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# MCMC settings
ni <- 2500
nt <- 2
nb <- 500
nc <- 3

# Call WinBUGS from R (BRT < 1 min)
out3 <- bugs(data = win.data, inits = inits, parameters.to.save =

params, model.file = "GLM_Binomial.txt", n.chains = nc, n.thin = nt,
n.iter = ni, n.burnin = nb, debug = TRUE, bugs.directory = bugs.dir,
working.directory = getwd())

# Summarize posteriors and plot estimates
print(out3, dig = 3)
plot(Year, R.Pairs/Pairs, type = "b", lwd = 2, col = "black", main = "",

las = 1, ylab = "Proportion successful pairs", xlab = "Year",
ylim = c(0,1))

lines(Year, out3$mean$p, type = "l", lwd = 3, col = "blue")

Convergence looks wonderful: the plots in WinBUGS look “grassy”
(Link and Barker, 2010) and all Rhat values are close to 1. The proportion
of successful pairs increased and then declined again over the years
(Fig. 3.4c). The initial increase may be due to the recovery from pesticide
effects and the decline to density dependence and the spread of a preda-
tor, the eagle owl.

3.6 SUMMARY AND OUTLOOK

In this chapter, we have covered much and important ground. We have
illustrated the concept of a statistical model as being composed of a statis-
tical distribution, to account of the noise, and a linear predictor for the
signal. We have also introduced generalized linear models (GLMs); they
allow distributions other than the normal to model the noise in a response.
GLMs do so by using a link function, a transformation of the mean
response that linearizes the relationship between the transformed mean
response and covariates. We examined two common GLMs: Poisson
and binomial. With the Poisson GLM, we saw how a classical analysis
using maximum likelihood typically yields estimates that numerically clo-
sely match those from a Bayesian analysis with vague priors. In every
example, we have illustrated convergence assessment of Markov chains
by visual and formal means. We have modeled the temporal variation
in counts exclusively, but the Poisson and binomial distributions may
also be used to describe spatial variation of counts. We expect that
much of this is a repetition for you rather than the first time you encounter
the concept of a GLM. Otherwise it will be beneficial to first read more
specific references that deal with this essential topic of applied statistical
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modeling, for example, Crawley (2005), Dobson and Barnett (2008), and
Kéry (2010). In the next chapter, we will generalize the GLM to include
so-called random effects and to become a generalized linear mixed
model (GLMM), an example of a hierarchical model. One other interesting
extension of the GLM, to include nonlinear, “wiggly” terms to become a
generalized additive model (GAM; Hastie and Tibshirani, 1990), is not
dealt with in this book. However, such spline models can be implemented
in WinBUGS as sort of random-effects model. For code examples, see
Gimenez et al. (2006a, b) and Grosbois et al. (2009).

3.7 EXERCISES

1. Adapt the first data-generation function in this chapter to generate
the data using coefficients that refer to the values of standardized
covariate values and repeat the analysis in R and in WinBUGS.

2. Take the following toy data set and fit a logistic regression of the number
of successes r among n trials as a function of covariate X. Also write
out the GLM for this data set.

n <- c(22, 8, 10, 7, 10, 6, 11)

r <- c(20, 7, 10, 6, 0, 1, 2)

X <- c(0, 3, 1, 4, 5, 8, 10)

3. The Bernoulli distribution is a special case of the binomial with trial
size equal to 1. It has only one parameter, the success probability p. The
Bernoulli distribution is a conventional model for species distributions,
where observed detection or nondetection data are related to
explanatory (e.g., habitat) variables in a linear or other fashion with a
logit link. Write an R function to assemble “presence or absence” data
collected at 200 sites, where the success probability (i.e., occurrence
probability) is related to habitat variable X (ranging from −1 to 1)
on the logit-linear scale with intercept −2 and slope 5. Then write a
WinBUGS program to “break down” the simulated data (i.e., analyze
them) and thus recover these parameter values.

4. In Section 3.5.2, we used a binomial GLM to describe the proportion
of successful peregrine pairs per year in the French Jura mountains.
To see the connections between three important types of GLMs, first
use a Poisson GLM to model the number of successful pairs (thus
disregarding the fact that the binomial total varies by year), and second,
use a normal GLM to do the same. In the same graph, compare the
predicted numbers of successful pairs for every year under all three
models (binomial, Poisson, and normal GLMs). Do this in both R
and WinBUGS.
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